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Abstract. Literature on developing software applications with rule-based
knowledge, or business rules, advocates separating rules from the object-
oriented core functionality. Many technologies exist that pursue this goal,
although they take radically different approaches to physically separating rule
definitions from object-oriented programs. However, we observe that the
integration code is still tangled in the programs themselves. Separating and
encapsulating the integration code is not straightforward: we identify a number
of issues that need to be addressed. This paper reviews these issues and
determines a number of features, both at the language and the technological
level, which – according to us – are required to address these issues. Since the
principle of Aspect-Oriented Programming (AOP) advocates the encapsulation
of tangled code, we examine several state-of-the-art AOP approaches. This
paper discusses, for each of the identified issues, the different kinds of features
provided by these approaches.
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1 Introduction

The real-world domains of many software applications, such as e-commerce, the
financial industry, television and radio broadcasting, hospital management and rental
business, are inherently knowledge-intensive. Part of this knowledge is rule-based,
which typically represents knowledge about policies, preferences, decisions, advice
and recommendations, to name just a few. Current software engineering practices
result in software applications that contain implicit rule-based knowledge, which is
tangled with the object-oriented core functionality. Nowadays, rule-based knowledge
has become a hot topic and is also referred to as business rules [8, 21, 26].

When considering literature on developing software applications with rule-based
knowledge, or business rules, we find that all advocate making rules explicit and
separating them from the object-oriented core functionality [8, 21, 26]. Moreover,
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many technologies exist that are targeted towards these goals, although they take
radically different approaches.

This abundant choice of approaches notwithstanding, we observe that the actual
tangling of rules and object-oriented functionality is not resolved by any of them.
Although the rule definitions – in whichever format or language – are physically
separated from the object-oriented program, the code that integrates them is still
tangled in the programs themselves. In order to truly separate them, the integration
code should be encapsulated. This enables the development of alternative integrations
when either rules or core functionality changes due to maintenance, reuse or
evolution.

Encapsulating the integration code is not straightforward: we identify a number of
issues that need to be addressed. This paper reviews these issues and determines a
number of features, both at the language and the technological level, which –
according to us – are required to address these issues. Since the principle of Aspect-
Oriented Programming (AOP) [7, 16] advocates the encapsulation of tangled code, we
examine several state-of-the-art AOP approaches. This paper discusses, for each of
the identified issues, the different kinds of features provided by the approaches.

The next section briefly introduces business rules using some straightforward
examples. Section 3 presents the set of requirements which are essential in order to
successfully encapsulate the rule integration code.  Section four introduces the ideas
and concepts behind AOP and demonstrates how its features are ideal to be used in
the context of encapsulating rule integration. This is achieved by investigating several
state-of-the-art AOP approaches, such as AspectJ [2], HyperJ [19], JAsCo [24], JAC
[20], AspectWerkz [3] and JBoss/AOP [11]. Finally, we present some related work
and end with the conclusions.

2 Business Rules Example

In order to introduce business rules, consider a simple e-commerce application which
allows buying books online. This shop defines a price personalization policy with the
following discount rules:

− Rule1: If today is Christmas, then a customer gets a 5% discount.
− Rule2: If a customer has purchased more than 20 books, then he or she becomes a

frequent customer.
− Rule3: If a customer is a frequent customer, then he or she gets a 10% discount.

 Typically rules are applied at events, which denote well-defined points in the
execution of the core functionality. Example events are the following:

− Event1: Before the price of a product is retrieved.
− Event2: After the customer has checked out.
− Event3: Before the price of a product is retrieved while the customer is checking

out.
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Thus, Rule1, Rule2 and Rule3 can be respectively applied at Event1, Event2 and
Event3, for instance.

A rule is applicable when its condition is satisfied. When a rule is applicable, its
action can be performed. Moreover, performing the action of a rule might depend on
the applicability of other rules. Suppose Rule1 and Rule3 mutually exclude each other
and that whenever Rule1 and Rule3 are applicable, only the action specified by Rule1
will be performed, i.e. the Rule1’s discount will be applied and not Rule3’s discount.

3 Requirements for encapsulating rule integration

In this section, we describe and motivate the set of requirements that are essential for
a technology to be suitable to cleanly encapsulate the rule integration code and
achieve high flexibility in the integration of rules. These requirements are described
independently from concrete implementation languages and/or technologies.

Encapsulation of crosscutting behaviour
Typically, rules are applied at different points in the core functionality. Many times,
the concrete integration code is identical at all these points. Using current approaches
that separate rules however, the core program needs to be adapted manually each time
rules have to be integrated. In addition, extra code is needed to capture the required
information for the deployment of the rules. For instance, it might be needed to add
additional parameters to existent operations in order to pass and make available the
required information for the application of the rules. This causes tangled and scattered
code. As a consequence, rule integration results tangled and scattered and thus,
crosscuts the core functionality. Consequently, the clean encapsulation of this
crosscutting code in separate modules is required.

Run-time identification of dynamic events
The events at which rules need to be deployed usually represent dynamic points in the
core functionality such as method invocations and property accesses. These events are
scattered among many places in the core functionality and depend on properties only
available at run-time, such as the control flow in the case of Event3. Moreover, since
rules change often and others are added or removed regularly, it is generally not
possible to anticipate the events at which they would need to be applied. Hence, a
mechanism is required that allows the run-time specification of dynamic events,
without having to change the source code manually.

Capturing and exposing data at dynamic events
Some rules only need global information directly available in the system, such as the
current system date. In this case, this information is directly accessible by the rules.
Other rules need data from objects that are in the scope of the event that activates the
rules. In this case, these objects are available at those points but not directly
accessible by the rules. Thus, a mechanism is needed to capture and pass them to the
rules. Moreover, there are rules that require information from specific objects that are
outside the scope of the event which activates the rules. Rule3 for instance, depends
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on properties of the customer that might not be directly accessible at the moment the
rule is applied at Event3, when the price of a product is retrieved. Consequently, a
mechanism is required, which allows identification of the points in the core
functionality where these objects are available, and which captures and exposes these
objects to be used by the rules.

Introduction of unanticipated data and behaviour
Like mentioned in the previous requirement, rules need specific information in order
to be applied correctly. Some rules however, require information that was not
foreseen at the moment the core functionality was designed and implemented. Rule2
for instance, expects the class Customer to have a frequent customer attribute and a
method, e.g. is frequent, to consult the value of this attribute. This property and
method, however, may not be anticipated in the original core functionality with which
this rule is integrated. When the need for unanticipated data and behaviour arises, a
mechanism is required for introducing new objects, attributes and operations in the
core functionality, without having to alter the original source code manually. In
addition, these new additions should be encapsulated so that they can be reused and
removed easily.

Sharing of context information
Once the required data for the activation of the rules is obtained, it needs to be passed
along to the events at which the rules are applied. This implies the need for a
communication/interaction mechanism between the different modules that
encapsulate the rule integration such that these can share and pass along the required
information to the rule.

Controlling instantiation and initialization
It should be possible to control the instantiation of rules so that initializing a rule with
specific properties for a particular rule integration is enabled.  Considering the
volatility of rules, this is a vital requirement, as it allows customizing application-
independent rules to conform to a specific integration.

Specifying precedence, combination and execution strategies
Some rules deployed within a software application may state policies that interfere
with other rules. To avoid rule interference, the collaboration among rules needs to be
managed. In addition, some rules can have precedence over others or should not be
applied when others are deployed. In the example, Rule1 excludes Rule3. As such
when both rules are applicable (both conditions are satisfied), only Rule1’s discount
has to be applied. In order to address these complex interdependencies among rules,
combining and prioritizing the modules that encapsulate the rule integrations is
required. Moreover, we need to be able to explicitly control the application of the
rules.

Dynamic pluggability of crosscutting behaviour
New rules might be considered that were not identified at development time. Others
might become obsolete after a particular period and should be removed. At the end of
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a season for instance, the sales period starts and shops consider new price discount
rules. Rules such as Rule2 might be considered only during the sales period and not
during the rest of the year. As a result, it should be possible to deploy a rule at run-
time and to remove it when it is not longer desired. To reflect this volatility, a
technology that allows the dynamic addition and removal of data and behaviour is
required.

Dynamic customization
Rule-based knowledge tends to change independently of the core functionality.  The
frequent customer discount assigned by Rule3 could for instance be subject to change
over time. As a result, it should not only be possible to add and remove rule
integration code at run-time, but also to adapt their properties and behaviour
dynamically, such that these are able reflect the changes in rule-based knowledge of a
company.

4 AOP for encapsulating rule integration

4.1 Introduction to AOP

Aspect-Oriented Programming (AOP) is a new development paradigm that aims at
achieving a better separation of concerns than possible using standard object-oriented
software engineering methodologies. AOP claims that some concerns of an
application cannot be cleanly modularized as they are scattered over or tangled with
the different modules of the system [16]. Similar logic is thus repeated in different
modules and due to this code duplication, it becomes very hard to add, edit and
remove such a crosscutting concern in the system. AOP proposes to capture such a
crosscutting concern in a new kind of module construct, called an aspect. An aspect
typically consists of a set of points in the base program where the aspect is applicable
(called joinpoints) and the concrete behaviour that needs to be executed at those
points (called advice). Aspect weaving consists of merging the aspects with the base
implementation of the system. Nowadays, several mature AOP approaches are
available and aspect-oriented programming starts getting worldwide industrial
acceptance [1]. Examples of AOP approaches are AspectJ [2], JAC [20], JBoss/AOP
[11], JAsCo [24], AspectWerkz [3], and HyperJ [19].

4.2 Discussion

The aspect-oriented idea seems to be ideal to encapsulate the inherently crosscutting
and extremely volatile rule integration code. We investigate whether the current
aspect-oriented approaches offer the required features we identified in section 3. This
section assesses state-of-the-art AOP approaches against these requirements.
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Encapsulation of crosscutting behaviour
As identified in section, rule integration crosscuts the core functionality. Aspects are
meant to encapsulate the implementation of crosscutting concerns and as such appear
suited to modularize the crosscutting rule integration. Aspects in the approaches
JAsCo, JAC, AspectWerkz and JBoss/AOP are implemented as fully independent
modules. They are completely independent and reusable entities. Even at run-time,
the aspects remain first-class entities independent from the core functionality.  In
HyperJ and AspectJ, the aspects are physically woven into the core functionality,
embedding the advices in the base behaviour. This makes the aspect again
crosscutting at run-time. As such, aspects loose their identity at run-time and it is in
principle impossible to refer to the aspect entity directly [17]. In AspectJ, it is even
impossible to separately compile an aspect. As such, when developing an aspect
library for third-parties, the aspects are necessary open source.  In addition, when the
aspect logic has to be altered, the complete application has to be rewoven; this gives
raise to scalability issues when a multitude of aspects are present in large scale
applications. In JAsCo, JAC, AspectWerkz and JBoss/AOP, aspects can change
independently and reflect those changes directly in the core functionality, without the
need to be reintegrated; it suffices to recompile the aspects.

Identification of dynamic events
The identification of dynamic events in the core functionality where the rules have to
be activated is a feature supported by almost all the approaches except for HyperJ in
which the weaving of aspects is fundamentally different than the other approaches.
All other approaches achieve the identification of dynamic events in a non-invasive
way, i.e. the programmer does not have to change the source code manually in
different places. AspectJ’s joinpoint language is the most expressive one, since it
allows capturing very sophisticated dynamic events including control flows and
execution of exception handlers.

Capturing and exposing data at dynamic events
Rules often require information which is dependent on the dynamic context.
Therefore, it should be possible for a rule to obtain and analyze the context of the
event that triggered its execution. All investigated AOP approaches allow to analyze
the context of the joinpoint that triggered the execution of the aspect behaviour.  For
instance, one can query the name of the method invocation, the supplied arguments
and the object on which the method was called. In many cases this expressive power
suffices for providing the business logic with the necessary information. If the data
objects required by the rules are outside the scope of the joinpoint that triggered the
rule, other aspects can be employed in order to capture those data objects. In the
example, Rule3 requires the customer object that is checking out in order to verify
whether he or she is a frequent customer. However, this customer object is not
directly accessible when the price of a product is retrieved. Thus another aspect can
be defined which defines a joinpoint to capture the moment when the method for
checking out is invoked and the customer object is still available. At this joinpoint,
the customer object can be retrieved and passed to the rule. Note that two different
aspects need to collaborate in order the rule to be successfully applied.
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Introduction of unanticipated data
Some rules require the introduction of new business objects and behaviour in order to
execute their business logic appropriately. Introducing new methods and attributes is
sometimes required when crosscutting concerns need to be encapsulated.  Several
AOP approaches support the concept of introduction. The open classes feature
(previously named “static crosscutting”) provided by AspectJ allows the insertion of
fields and methods. It also allows extending classes from specific superclasses and
interfaces from specific superinterfaces. JBoss/AOP also supports the concept of
introductions. New behaviour can be added to the context of an aspect by forcing it to
implement an interface. A mix-in class is provided that handles the new interface and
is automatically attached to the concerned classes.  Dynamic AOP approaches such as
JAsCo and JAC however do not provide introductions.

Sharing of context information
Once the required information for the activation of the rules is captured by aspects, it
has to be made available at the events where the rules are applied. To this end,
support for sharing the aspect context information is needed. JAsCo enables this by
specifying aspect beans. An aspect bean is able to contain several modular “aspects”
and allows sharing information between the contained aspects. This information can
include both structure and behaviour. In AspectJ, AspectWerkz and JBoss/AOP,
sharing information between several aspects is not so straightforward to achieve.
JBoss/AOP does however allow explicit control over aspect instantiation by
employing aspect factories. As such, related aspects can easily receive references to
each other. In AspectWerkz and AspectJ, aspect instantiation happens implicitly by
the aspect framework, and as a result, it is not possible to influence this.

Controlled instantiation and initialization
As the rules themselves are defined as reusable as possible, it is required to customise
the rules towards the specific environment in which they are being applied.  Most
aspect-oriented technologies however do not allow sophisticated control for
initializing aspects applications, as the aspect instantiation is done implicitly when the
aspect is woven into the core functionality. JAsCo and JBoss/AOP are the only two
reviewed approaches that allow to explicitly instantiate and initialize aspects. JAsCo
employs a separate connector construct where aspects are instantiated upon a concrete
context. The connector also allows customising the instantiated aspects and supports
the full expressiveness of the Java language for this end. In addition, connectors are
also able to specify more expressive combination strategies in order to manage the
cooperation among several aspects that are applicable onto the same joinpoint. Using
combination strategies it is even possible to customise the aspects on a per joinpoint
basis. JBoss/AOP introduces the novel concept of aspect factories, allowing fine-
grained control over aspect instantiation. Aspect customisation happens through an
XML connector that describes the deployment details. This XML file allows
specifying a set of properties that are passed as input for aspect initialization. The
aspect itself is responsible for parsing the XML tree, which makes it somewhat more
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cumbersome. In contrast to JAsCo connectors, no static type checking is possible for
these XML property definitions.

Specifying precedence, combination and execution
The rule integration needs to specify the combined behaviour of several rules
explicitly if they are applicable at the same joinpoints.  If this is not possible, the
different rules might interfere and cause incorrect results. This problem is a well-
known issue in AOP, and is identified as the feature interaction problem [25]. Most
approaches support a limited form of managing the combined aspectual behaviour by
specifying the aspect sequence. Approaches such as JAC, JBoss/AOP and
AspectWerkz allow specifying explicit sequences of aspect deployments by means of
stacks.  Whenever a joinpoint is encountered, the deployed aspects are executed in the
order specified by the stack.  JAsCo allows arranging the execution of a set of rules
by explicitly specifying the desired sequence in the connector.  In addition, JAsCo
provides combination strategies, which allow, in comparison to mere precedence, a
more fine-grained programmatic control over the combined aspectual behaviour.

Dynamic pluggability of crosscutting behaviour
Rules constantly evolve to cope with changes in the business requirements, other rules
become obsolete and new ones are added. Thus, the aspects that encapsulate their
links should be pluggable at run-time to reflect that volatility. Approaches like JAC
and JAsCo allow adding and removing aspects at run-time in a very straightforward
way. Aspects can be attached as well as removed from any joinpoint at run-time.
Approaches like AspectWerkz and JBoss/AOP provide support for adding and
removing aspects at load-time and some support for their addition and removal at run-
time. In both these approaches, an XML “connector” is employed for connecting the
aspects to concrete joinpoints. Dynamically however, this XML connector cannot be
employed any longer and aspects have to be attached and removed programmatically.
Because both approaches rely on traps at every joinpoint for aspect execution, aspects
can only be added at joinpoints where traps are placed.  In AspectWerkz, these traps
are only inserted at joinpoints where aspects are applied at start-up time of the
application. As such, only at those joinpoints, aspects can be attached and removed. In
JBoss/AOP, it is possible to declare joinpoints as advisable in the XML connector.
Even though no aspects are applied, a trap is still installed and aspects can be
dynamically attached at those advisable joinpoints.
Some AOP approaches such as AspectJ and HyperJ only allow static pluggability of
aspects, i.e. aspects can only be added at compile-time and it is not possible to plug
them in or out at run-time.

Dynamic customization
Likewise, to adding and removing aspects, altering properties of aspects at run-time is
also a desired feature when they represent volatile rule integration code. Altering
properties is in most approaches as simple as invoking methods defined in the aspects.
However, in order to be able to invoke methods, the aspects have to be found! In
AspectJ, it is only possible to fetch an aspect by name. AspectWerkz allows fetching
aspects on a per joinpoint basis, but however requires obtaining every joinpoint by
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name. Fetching all aspects disregarding the concrete joinpoint they are attached to is
not possible. JAsCo and JBoss/AOP do allow fetching all aspects in the system.

5 Related work

Our work is an original combination of two areas, more specifically aspect-oriented
programming and separating rule-based knowledge in object-oriented software
applications. We have contributed previously to this line of research. First of all, in
[5] and [6] we discuss similar but more elaborate experiments with AspectJ and
JAsCo, respectively. Secondly, we developed aspect-oriented techniques for
encapsulating the rule integration code in the context of hybrid systems, which
combine an object-oriented language and a full-fledged rule-based language for
representing rules. These aspect-oriented techniques are based on HyperJ [9] and
AspectJ [10]. In these papers we do not consider advanced aspect-oriented features as
described in this paper, but we have to deal with the additional challenge of
combining two languages of different programming paradigms. To our knowledge,
there have been no other efforts that apply aspect-oriented programming to improve
the separation of rules from object-oriented software.

Furthermore, we consider related work in the areas separately. First of all, the main
body of this paper provides a thorough overview of the relevant work in the field of
aspect-oriented programming. Secondly, there exist many technologies that represent
rules explicitly and separately from core functionality in object-oriented software
applications. We observe that they take radically different approaches:

• Rule-based knowledge can be represented separately in the object-oriented
programming language itself. An extension to this approach is representing rule-
based knowledge explicitly using object-oriented design patterns, such as the Rule
Object Pattern [4], Patterns for Personalisation [22] and Rule Patterns [15].

• Other approaches focus on externalising explicit rules, such as Business Rule
Beans, which store rules as XML fragments [23].

• There are dozens of both commercial and academic hybrid systems, which support
explicit and separate representation of rules in a rule-based language. Due to space
limitation we do not list them here. The results of a survey of hybrid systems is
presented in [9]. A few examples are OPSJ [12], JRules [14], SOUL [18] and Jinni
[13].

However, since none of these approaches support the encapsulation of tangled or
crosscutting code, we find that they are not able to separate the rule integration code
fully.

Note that we do not consider information systems, although some database
management systems offer support for business rules. The reason is that they
implement a data-change-oriented approach, activating rules when data changes.
However, when rules are not bound to a particular object or data but are “free-
floating”, a service-oriented approach is warranted [26]. Moreover, even C. J. Date
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states that not all rules can be implemented in the database layer, but have to be
considered in the application layer [8].

6 Conclusions

State-of-the-art business rules approaches mainly aim at physically separating the rule
definitions from object-oriented applications. The integration code for a rule however,
still remains tangled in the core functionality itself. In this paper, we identify a set of
requirements, which we believe are essential in order to successfully encapsulate the
rule integration code. In addition, we show how Aspect-Oriented Programming in
particular is ideal for describing this rule integration, as AOP advocates the
encapsulation of tangled code.  To this end, several state-of-the-art AOP approaches
are analyzed and tested towards the requirements that we identified early on.

We conclude that Aspect-Oriented Programming in general is able to satisfy all of
the requirements that we identified for cleanly encapsulating the rule integration.
However, none of the analyzed approaches provides full support for all of the
requirements. Dynamic AOP approaches, such as AspectWerkz, JAsCo and
JBoss/AOP allow dynamically adding and removing rules integration code when
needed. This is in a lot of cases an essential requirement, as rules tend to change
independently of the rest of the application. In addition, these approaches make use of
a separate connector concept, which allows separating the identification of an event
and the application of rules upon those events.  As a result, rules can be instantiated
explicitly, customized towards the context upon which they are being applied and
their mutual interaction can be managed. Some dynamic AOP approaches however
might induce a rather big performance penalty at run-time and their joinpoint model is
at the moment less expressive than the ones provided by their static counterparts.
Although static AOP approaches, such as AspectJ, do not allow the dynamic
pluggability of rule integration code, they provide a more fine-grained description of
the events upon which rules can be applied. In addition, these approaches allow
introducing unanticipated data required by rules quite easily in the application at
hand.

This paper contributes in identifying the requirements that are necessary for
encapsulating the rule integration code and that need to be satisfied by any suitable
AOP approach. At the moment, even though AOP concepts are suitable to
encapsulate the business rule integration code, no ideal AOP approach is available
which covers all identified requirements for the clean encapsulating of the rule
integration. One needs to make a choice between the expressive joinpoint model
offered by static AOP approaches and the dynamic pluggability offered by dynamic
AOP approaches. However, the obstacles for achieving the contributions of both static
and dynamic AOP approaches are mainly of technical nature. Dynamic approaches
are introducing more and more features which are supported by their static
counterparts. For example, the latest JAsCo release includes a run-time weaver that
even improves AspectJ performance-wise. Hence, as AOP research is evolving, we
foresee an increasing number of AOP approaches which combine those static and
dynamic characteristics.
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